A simple statement, which will enable
libraries of reusable associations and static aspects

within the core C# language.

(Proposal submitted by Jiri Soukup in February 2008)

1. EXISTING PROBLEMS:

1.1 Two types of data structures

In general, there are two types of data structures:

(A) Those that require addition of references, arrays, or other members to just one class;

(B) those that require such addition to two or more classes.

All Collections and ArrayLists in the .NET framework class library are of type A because, just like the current C++ and  Java, C# does not have a mechanism for a coordinated insertion of members into more than one class.  

1.2 Bi-directional associations

As reflected in UML, we often need bi-directional associations. By definition, any bi-directional association must insert references into  two or more classes, and is therefore of type B, for example: 


// bi-directinal OneToMany adds members to both Parent and Child

class Parent {  


    Dictionary<Child> children;


}


class Child {


    Parent parent;

      }
More examples of type B data structures:

    // directed Graph 
    class Node {

        Edge first;

    }

    class Edge {

        Node to; // (()
        Node next;

    }

 // ManyToMany association (bi-directional)

    class Source {

        Dictionary<Link> links; // (()

    }

    class Link {

        Source from;

        Target to;

    }

    class Target {

        Dictionary<Link> links; // (()

    }

If reusable associations are avaialble, lot of UML related code (code generation, UML generation) would be simplified –  there would be clear, one-to-one matching between the code and the diagram.

1.3 Intrusive data structures are sometimes better

Some data organizations can be implemented in both styles. For example, the OneToMany uni-directional association can be either a bag (always type A) or a set, which can be implemented in either way However, its intrusive implementation (type B) is more run-time efficient and provides easy checking of data integrity:


// using a .NET Collection
class Parent {  


    Collection<Child> children;


}


// using a Set, with the .NET dictionary
class Parent {


    Dictionary<Child> children; 


}


// search the dictionary to check whether a Child is in the Set


// intrusive implementation which is a natural Set

class Parent {


    Child head; // to the list of Children


    Parent(){head=null;}


}


class Child {


    Child next; // ring of children


    Child(){next=null;}


}


// if(next==null) tells us whether a child is already in the Set

1.4 Reusable design patterns 

Structural design patterns are really a combination of associations with inheritance. If we expand C# Collections to include generic associations, we could also store reusable design patterns in the same class library. The concept has been proven in C++ by Pattern Template Library (PTL, see [7]) which contains patterns Composite, Flyweight, and FSM (Finite State Machine). 
1.5   C# Library of Associations (Noiai)
The only C# library which supports generic associations (Noiai, see [8)]  is advanced in many ways –  for example it in how it handles the cardinality of the associations, and it uses a combination of features specific to C# (generic types with runtime type instantiation, runtime reflection on type parameters, annotation of classes, and runtime code generation), and its internal design cannot be duplicated in C++ or Java.

However, its weakness is that besides declaring the associations, the application must explicitely insert members (roles) into the participation classes – essentially spreading the design of each association through several applications classes instead of having it all in one place. In situations with many associations, this is a major source of code complexity.
For example, if we declare OneToMany associations between Company and Person, and between Company and Building
    class Employment:BaseAssociation<Company,Person,Employment>{} // (()
    class Location:BaseAssociation<Company,Building,Location>{}   // (()

we also have to declare the roles of the participating classes
    class Company {

        Employment.FromEntitySet Employees;

        Location.FromEntitySet Buildings;

        public Company(){
            Employees=new Employment.FromEntitySet(this);

            Buildings=new Location.FromEntitySet(this);

        }

    }

    class Employee {

        Employment.ToEntityRef Employer;

        public Employee(){Employer=new Employment.ToEntityRef(this);}

    }

    class Building {

        Location.ToEntityRef MyCompany;

        public Building(){MyCompany=new Location.ToEntityRef(this);}

    }

This is not only tedious, but also creating a spaghetti network of relations and a potential maintenance headache. At the same time, we are only duplicating the information provided in the statement which declares the association. For example, 

    class Employment:BaseAssociation<Company,Person,Employment>{} 

tells us that Company has the FROM role, and Person has the TO role.

Ideally, the roles should be inserted automatically by the compiler.

1.6 Aspects
A controlled insertion of members is the central idea of Aspects, which are becoming increasingly popular. If the core language provides a simple way of inserting members, it would automatically provide the functionality of static aspects, but without even introducing the term ‘aspect’.

This would be a significant improvement of the language, and obtained with the minimum effort.

On the other hand, I would not recommend to introduce dynamic aspects into the core language. Besides a major addition to the compiler, it would increase the code complexity beyond the level I consider acceptable.

A library of generic associations has been already developed with AspectJ (see [4] and [5]). The library still does not work in some special cases, but this is just due to the existing bugs in AspectJ [2]; its internal implementation is simple and elegant.

Here  is the intrusive implementation of class Aggregate (bi-directional association OneToMany), implemented with AspectJ. Note note that classes AggregateParent and AggregateChild are not visible outside of the Aggregate class.

public abstract aspect Aggregate<Parent,Child> {

    public static interface AggregateParent {}

    
    public static interface AggregateChild {}

    
    declare parents : Child implements AggregateChild;

   
    declare parents : Parent implements AggregateParent;

          private Child AggregateParent.head = null;

          private Child AggregateChild.next = null;

          private Parent AggregateChild.parent = null;

          public static void addHead(Parent p, Child c) {

              if(p.AggregateParent.head!=null){

                  c.AggregateChild.next=p.AggregateParent.head; 

              }

              else c.AggregateChild.next=NULL;

              c.AggregateChild.parent=p;

              p.AggregateParent.head=c;

          }
          ... 

     }

Application code using association Aggregate:

public class Company {...}  // same as if not using associations

public class Department {...}  // same as if not using associations

public class Employee {...}  // same as if not using associations

// declaration of associations

aspect departments extends Aggregate<Company,Department> {};

aspect employees extends Aggregate<Department,Employee> {};

aspect boss extends OneToOne<Department,Employee> {};

// USING THE ASSOCIATIONS

Department d; Employee e;

employees.addHead(d,e);

The C# implementation of Aspects (see http://www.developerfusion.co.uk/show/5307/3/) is, in my opinion, too complex to support commonly used libraries and features such as data structures.

1.7 Experience with generic associations

There is no industrial experience with the only C# library of associations, Noiai (see [8]). Code Farms (www.codefarms.com) have been building and selling C++ libraries of reusable associations since 1989. The most recent of these libraries (ICML) is also available in Java.These libraries have been used with great success on many complex industrial projects such as compilers, entire VLSI CAD systems, or on-line processing of stock exchange data. Source and documentation for most of these libraries are free to download [7]. For additional discussion of these and other libraries, see [1] and [2] . All Code Farms libraries use simple code generators which do not modify the original code – they only assemble the roles (using the Noiai terminology) to be inserted into the participating classes.

Data Object Library (DOL, since 1989) has been the workhorse of Code Farms. It has an option which makes all the application classes and their associations automatically persistent, and it supports rapid design of efficient memory resident databases. Because of the persistency, the logic of the code generator is more complex, and the entire library depends heavily on the use of C macros.

Pattern Template Library (PTL, since 1996) provides both associations and design patterns, but the internal design is completely different. The required pointers and collections are inserted through multiple inheritance. The code generator which is called Template Manager is under 500 lines of code; it only assembles the inheritance statements.

IN_CODE modeling library (ICML, since 2005) was developed as a proof that a library of reusable associations can be designed both in C++ and in Java, applying the same interface and a similar, almost identical code generator. As in DOL, the insertion is done through members, but ICML has a clean,  modern internal design.

2. PROPOSAL:

2.1 Definition

Within the context of any class or interface (R), allow a new, insert statement:


class R {


    <public> insert S memberType memberName;

          ...

      }

which, at load time, will add the specified member to class S. If public access is not specified, only class R will be allowed to access this member.
Variation: Considering the performance advantage of doing this, in C#,  in runtime rather than in load time, this statement could allow this choice.

2.2 Reusable association using the proposed feature (example)

Assuming that the insert command was implemented as proposed, we can code the reusable Aggregate in a style similar to the AspectJ implementation (Secton 1.6), except that only classes are used. 

abstract class Aggregate<Parent,Child,Rel> { // for Rel, see (()

    class AggregateParent {

        Child head;

  AggregateParent(){head=null;}

    }

    class AggregateChild {

        Parent parent;

        Child next;

        AggregateChild(){parent=null; next=null;}

    }

    insert Parent AggregateParent Par;

    insert Child AggregateChild  Chi;

    public static void addHead(Parent p, Child c) {

         if(p.Par.head){

             c.Chi.next=p.Par.head; 

         }

         else c.Chi.next=NULL;

         c.Chi.parent=p;

         p.Par.head=c;

    }

    public static Child next(Child c){return c.Chi.next;}

    public static void setNext(Child c,Child n){c.Chi.next=n;}
    ... 

}

Application code using association Aggregate:

public class Company {...}  // same as if not using associations

public class Department {...}  // same as if not using associations

public class Employee {...}  // same as if not using associations

// declaration of associations – see (()

interface departments implements Aggregate<Company,Department,Rel0>; 

interface employees implements Aggregate<Department,Employee, Rel0>;  

interface boss implements OneToOne<Department,Employee,Rel0>;       

// USING THE ASSOCIATION

Department d; Employee e;

employees.addHead(d,e);

2.3 Associations and existing C# libraries
Reusable associations will be stored with C# collections, without any modifications of the existing libraries. Existing collections will be treated as a special case – uni-directional associations.

Iterators (enumerators) for associations can be coded in exactly the same style as currently used for C# Collections.

Structural design patterns will be stored in the same library, just as PTL does it (Section 1.4).
When applied to the Noiai library (Section 1.5), the insert statements will automatically insert the roles into the participating clases, thus eliminating the tedious coding, tangled code, and duplicated information.
2.4 Proposals for C++ and Java

It will take about the same effort to implement this proposal in C++ and in Java, and I am submitting similar proposals to the bodies controlling these langagues.

2.4 The insert statement and inheritance

In case that a class with the insert statement inherits from another class which also has the insert statement, both inserts are performed. For example, if we already have association Aggregate as in Section 2.2 (based on a singly-linked list), and we want a doubly-linked version Aggregate2, we can do it like this:
abstract class Aggregate2<Parent,Child,Rel> :

                  public Aggregate<Parent,Child,Rel> { 

    class Aggregate2Child {

        Child back;

        AggregateChild(){back=null;}

    }

    insert Child AggregateChild  Chi;

    public static void addHead(Parent p, Child c) {

        Child nxt;

        Aggregate<Parent,Child,Rel>::addHead(p,c);

        nxt=Aggregate<Parent,Child,Rel>::next(c);
        if(nxt)nxt.Chi.back=c;

        c.Chi.back=null;

    }

    public static void remove(Child c) {

        Child nxt,prev; Parent par;

        nxt=Aggregate<Parent,Child,Rel>::next(c);

        prev=c.Chi.back;

        if(pev==null)Aggregate<Parent,Child,Rel>remove(p,c);

        else Aggregate<Parent,Child,Rel>::setNext(prev,nxt);

        nxt.Chi.back=prev;

    }
    ... 

}

This assumes that both the insert from Aggregate and the one from Aggregate2 are performed.

Also note that in order to take the advanted of the efficiency with which an item can be removed from a doubly-linked list, the remove() method is completely redesigned.
Application code using both Aggregate and Aggregate2:

public class Department {...}  // same as if not using associations

// declaration of associations 

interface departments implements Aggregate<Company,Department,Rel0>; 

interface employees implements Aggregate2<Department,Employee, Rel0>;  

interface boss implements OneToOne<Department,Employee,Rel0>;       

// USING THE ASSOCIATION

Department d; Employee e;

employees.addHead(d,e);
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( Edges leaving the given node form a set. 


   Regardless how we implement this set, the presence of reference ‘to’ implies type B.


( My preferred implementation would be pointer chains, but even when using Java class Hash, this still leads to type B





( Name of the association (here Employment or Location) is repeated twice to avoid certain conflicts.


 


( Parameter Ints allows the same association to be used several times, using a set of several dummy (empty) classes Rel0,Rel1,Rel2,…


              For example:


       	Aggregate(Department,Employee,Rel0) research;


       	Aggregate(Department,Employee,Rel1) admin;


       	Aggregate(Department,Employee,Rel2) manufact;


I prefer this colution to repeating the name as in Noiai, see the footnote in Section 1.5


(  I can imagine that after reading these statements, the compiler will insert the following members into the class Department:


	    Company parent_Aggregate_Department_Employee_Rel0;


          Department next_Aggregate_Department_Employee_Rel0; 


          Employee head_Aggregate_Department_Employee_Rel0;  


          Employee to_Aggregate_Department_Employee_Rel0; 


or what I prefer more 


	    Company parent_departments;


          Department next_departments; 


          Employee head_employees;  


          Employee to_boss; 
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